


scores to determine if samples are out-of-distribution. gories by content. 9034/2259/7528 documents for
train/validation/test.

2. Reuters: News articles, partitioned into 8 cate-
gories by topic. 4388/1097/2189 documents for
train/validation/test.

3. Stanford Sentiment Treebank (SST) (Socher et al.,
2013): Movie reviews, represented as sentence parse
trees that are annotated by sentiment. Each sample in-
cludes a coarse binary label and a ne grained 5-class
label. As described in (Tai et al., 2015), the train-
ing/validation/test sets contain 6920/872/1821 docu-
ments for binary, and 544/1101/2210 for ne-grained.

Bayesian neural networks (Denker & Lecun, 1990;
MacKay, 1992) return a probability distribution over out-
puts as an alternative way to represent model uncertainty.
Gal & Ghahramani (2016) draw a connection between
Dropout (Srivastava et al., 2014) and model uncertainty,
claiming that sampling models with dropped nodes is a
way to estimate the probability distribution over all pos-
sible models for a given sample. Kendall & Gal (2017)
combine this approach with a model that outputs a predic-
tive mean and variance for each data point. This notion of
uncertainty is not restricted to classi cation problems. Ad-
ditionally, neural networks can be used in conjunction withOn 20 News and Reuters, we train Deep Averaging Net-
Bayesian models that output complete distributions. Fomorks (DANSs) (lyyer et al., 2015) with 3 feed-forward
example, deep kernel learning (Wilson et al., 2016a;b; Al-layers and Batch Normalization. On SST, we train
Shedivat et al., 2016) combines deep neural networks witlreeLSTMs (Long Short Term Memory) (Tai et al., 2015).
Gaussian processes on classi cation and regression prolf-or both models we use the default hyperparmaeters sug-
lems. In contrast, our framework, which does not augmentjested by the authors.
the neural network model, returns a con dence score rather
than returning a distribution of possible outputs.

Calibration Results. Table 1 displays model calibration,
5 Results as measured by ECE (witi = 15 bins), before and af-

) ter applying the various methods (see Section S3 for MCE,
We apply the calibration methods in Section 4 to imageNLL, and error tables). It is worth noting that most datasets
classi cation and document classi cation neural networks. and models experience some degree of miscalibration, with
For image classi cation we use 6 datasets: ECE typically betweer to 10% This is not architecture

speci c: we observe miscalibration on convolutional net-

1. Caltech-UCSD Birds (Welinder et al.,, 2010): works (with and without skip connections), recurrent net-

200 bird species.  5994/2897/2897 images forworks, and deep averaging networks. The two notable ex-
train/validation/test sets. ceptions are SVHN and Reuters, both of which experience

2. Stanford Cars (Krause et al., 2013): 196 classes OECE values belowi%. Both of these datasets have very

cars by make, model, and year. 8041/4020/4020 im{ow error (1:98% and2:97%, respectively); and therefore

ages for train/validation/test. the ratio of ECE to error is comparable to other datasets.
3. ImageNet 2012 (Deng et al., 2009): Natural scene im- . . . - .

ages from 1000 classes. 1.3 miIIion/25,000/25,OOOOur most important dlsc_overy_|s _thmrprlsmg effe_ctlve;-

images for train/validation/test, ness of temperature scalimggspite its remarkable simplic-

4. CIFAR-10/CIFAR-100 (Krizhevsky & Hinton, 2009): ity. Temperature scaling outperforms all other methods on
' Color images %2 32) from 10/100 c'Iasses. the vision tasks, and performs comparably to other methods

45,000/5,000/10,000 images for train/validation/test. on t.he NLP datasets. What. Is perhaps even more surpris-
5. Street View House Numbers (SVHN) (Netzer et al. ing is that temperature scaling outperforms the vector and
2011): 32 32 colored images of cropped "matrix Platt scaling variants, which are strictly more gen-

out house numbers from Google Street View. ;ehral methodls.t. In fac:, vectortscallngllrecovtirsIessengally
598,388/6,000/26,032 images for train/validation/test '€ SaMe solution as témperature scaling — the learned vec-
tor has nearly constant entries, and therefore is no different
We train state-of-the-art convolutional networks: ResNetdhan a scalar transformation. In other words, network mis-
(He et al., 2016), ResNets with stochastic depth (SD}:allbranon is intrinsically low dimensional.

(Huang et al., 2016), Wide ResNets (Zagoruyko & Ko- The only dataset that temperature scaling does not calibrate

modakis, 2016), and DenseNets (Huang et al., 2017). Wg; the Reuters dataset. In this instance, only one of the

use the data preprocessing, training procedures, and hypefpove methods is able to improve calibration. Because this

parameters as described in faach paper. For Birds and Caggyiaset is well-calibrated to begin with (ECE1%), there

we ne-tune networks pretrained on ImageNet. is not much room for improvement with any method, and

For document classi cation we experiment with 4 datasetsPOSt-processing may not even be necessary to begin with.
It is also possible that our measurements are affected by

1. 20 News: News articles, partitioned into 20 cate-dataset split or by the particular binning scheme.
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Figure 4.Reliability diagrams for CIFAR-100 before (far left) and after calibration (middle left, middle right, far right).

Matrix scaling performs poorly on datasets with hundredscomputational complexity of vector and matrix scaling are
of classes (i.e. Birds, Cars, and CIFAR-100), and failslinear and quadratic respectively in the number of classes,
to converge on the 1000-class ImageNet dataset. This i® ecting the number of parameters in each method. For
expected, since the number of parameters scales quadr&@FAR-100 K = 100), nding a near-optimal vector scal-
ically with the number of classes. Any calibration model ing solution with conjugate gradient descent requires at
with tens of thousands (or more) parameters will over t to least 2 orders of magnitude more time. Histogram binning
a small validation set, even when applying regularization. and isotonic regression take an order of magnitude longer
Ehan temperature scaling, and BBQ takes roughly 3 orders

Binning methods improve calibration on most datasets, bu . :
of magnitude more time.

do not outperform temperature scaling. Additionally, bin-
ning methods tend to change class predictions which hurts

accuracy (see Section S3). Histogram binning, the simplest ) . . _
binning method, typically outperforms isotonic regressionE@Se Of implementation. BBQ is arguably the most dif-

and BBQ, despite the fact that both methods are strictlyCUlt {0 implement, as it requires implementing a model
more general. This further supports our nding that cali- 2Veraging scheme. While all other methods are relatively

bration is best corrected by simple models. easy to implement, temperature scaling may arguably be
the most straightforward to incorporate into a neural net-

work pipeline. In Torch7 (Collobert et al., 2011), for ex-

Reliability diagrams. Figure 4 contains reliability dia- . . ; :
grams for 110-layer ResNets on CIFAR-100 before and afgmple, we implement temperature scaling by inserting a
n.-MulConstant between the logits and the softmax,

ter calibration. From the far left diagram, we see that the

uncalibrated ResNet tends to be overcon dent in its pre—Whose parameter [5=T. We sefT =1 during training, and

dictions. We then can observe the effects of temperatur§uPseduently nd ts optimal value on the validation Set.
scaling (middle left), histogram binning (middle right), and )
isotonic regression (far right) on calibration. All three dis- 6. Conclusion

played methods produce much better con dence estimates. q | K hibi h .
Of the three methods, temperature scaling most closely rd\-/lo ern neural networks exhibit a strange phenomenon:

covers the desired diagonal function. Each of the bins arg.robablhstlc error and miscalibration worsen even as clas-

well calibrated, which is remarkable given that all the prob—SI cation error Is .reduced. We have d(_emonstrated th‘f"t
abilities were modi ed by only a single parameter. We in- recent advances in neural network architecture and train-
clude reliability diagrams for other datasets in Section s4.N9 — model capacity, normallzatlon,_ ano_l regularlzan_on

— have strong effects on network calibration. It remains

Computation time. All methods scale linearly with the future work to understand why these trends affect cali-

number of validation set samples. Temperature scalingration while improving accuracy. Nevertheless, simple
is by far the fastest method, as it amounts to a cme_echniques can effectively remedy the miscalibration phe-

dimensional convex optimization problem. Using a conju-n_Omenon in neural networks. Temperature scaling is the
gate gradient solver, the optimal temperature can be founa'mpleSt’ fa_stest,_ and most stralghtforw_a rd of the methods,
in 10 iterations, or a fraction of a second on most moderri”lnd surprisingly is often the most effective.

hardware. In fact, even a naive line-search for the optimal 4 For an example implementation, sh&tp://github.
temperature is faster than any of the other methods. Theom/gpleiss/temperature_scaling.


http://github.com/gpleiss/temperature_scaling
http://github.com/gpleiss/temperature_scaling
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S1. Further Information on Calibration The rst two constraint ensure thatis a probability dis-
Metrics tribution, while the last constraint limits the scope of distri-

o ~ butions. Intuitively, the constraint speci es that the average
We can connect the ECE metric with our exact m|Scal|bra‘[rue class |Og|t is equa' to the average We|ghted |Og|t

tion de nition, \ﬁhich is restated here:

EPY=YjP=p p Proof. We solve this constrained optimization problem us-
P ing the Lagrangian. We rst ignore the constraggg; )(<)
Let F,s(p) be the cumulative distribution function & so  and later show that the solution satis es this condition. Let
thatFs () Fa(a) = P(P 2 [a;H). Using the Riemann- ; 1;:::; n 2 Rbe the Lagrangian multipliers and de ne
Stieltje%integral we have i XX
= ) (k) ) (k)
EpPY¥Y=YjP=p p L o q(zi)*" logq(zi)
) i=1 k=1 #
o : XX 0w o0
= PY=YjP=p pdFs(p + z " q(zi) Z
0 i=1 k=1
. x X
P(Y¥ = YiP=pn) pm P(P2In) + 0 (9@ 1
m=1 _ _ i=1 k=1
where Im —represents the interval of binBm.  poying the derivative with respect tiiz ) gives

P(Y = YjP =pn) pm is closely approximated @ w0
by jacdBm) P(Bm)j for n large. Hence ECE usinif WL = nK  logq(z)™ + z {9+
bing, converges to th& -term; Riemann-Stieltjes sum of

) Setting the gradient of the Lagrangikrto 0 and rearrang-
Es PY¥=YjP=p p.

ing gives
(k)

. oz) ) =et

S2. Further Information on Temperature P
Scaling Since ., q(z)® =1 foralli, we must have
z

Here we derive the temperature scaling model using the en- a(z)® = Pei
tropy maximization principle with an appropriate balanced ' e
equation. which recovers the temperature scaling model by setting
Claim 1. Givenn samples' logit vectorgs;:::;zy and T =1, O
class labelsy;;:::;yn, temperature scaling is the unique

solutiong to the following entropy maximization problem: Figure S1 visualizes Claim 1. We see that, as training con-

x X tinues, the model begins to over t with respect to NLL (red

) (k) ) (k)
max. q(zi)* logo(zi) line). This results in a low-entropy softmax distribution
. '=lk"=1 _ over classes (blue line), which explains the model's over-
subjectto q(z)™ 0 8i; k con dence. Temperature scaling not only lowers the NLL
X but also raises the entropy of the distribution (green line).
qz)® =1 8
k=1 o x S3. Additional Tables
z") = 2 q(z))®: Tables S1, S2, and S3 display the MCE, test error, and NLL

i=1 i=1 k=1 for all the experimental settings outlined in Section 5.
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3.5

Entropy vs. NLL on CIFAR-100

Entropy & NLL after Calibration
— Entropy before Calibration
3/l — NLL before Calibration
— Optimal T Selected
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Figure S1Entropy and NLL for CIFAR-100 before and after calibration. The optifaklected by temperature scaling rises throughout
optimization, as the pre-calibration entropy decreases steadily. The post-calibration entropy and NLL on the validation set coincide

(which can be derived from the gradient optimality conditiorT ¢f

Dataset Model Uncalibrated Hist. Binning Isotonic  BBQ  Temp. Scaling Vector Scaling Matrix Scaling
Birds ResNet 50 30.06% 25.35% 16.59% 11.72% 9.08% 9.81% 38.67%
Cars ResNet 50 41.55% 5.16% 15.23% 9.31% 20.23% 8.59% 29.65%

CIFAR-10 ResNet 110 33.78% 26.87% 7.8% 72.64% 8.56% 27.39% 22.89%
CIFAR-10 ResNet 110 (SD) 34.52% 17.0% 16.45% 19.26% 15.45% 15.55% 10.74%
CIFAR-10 Wide ResNet 32 27.97% 12.19% 6.19%  9.22% 9.11% 4.43% 9.65%
CIFAR-10 DenseNet 40 22.44% 7.77% 19.54% 14.57% 4.58% 3.17% 4.36%
CIFAR-10 LeNet 5 8.02% 16.49% 18.34% 82.35% 5.14% 19.39% 16.89%
CIFAR-100 ResNet 110 35.5% 7.03% 10.36% 10.9% 4.74% 2.5% 45.62%
CIFAR-100 ResNet 110 (SD) 26.42% 9.12% 10.95% 9.12% 8.85% 8.85% 35.6%
CIFAR-100 Wide ResNet 32 33.11% 6.22% 14.87% 11.88% 5.33% 6.31% 44.73%
CIFAR-100 DenseNet 40 21.52% 9.36% 10.5998.67% 19.4% 8.82% 38.64%
CIFAR-100 LeNet5 10.25% 18.61% 3.64% 9.96% 5.22% 8.65% 18.77%
ImageNet DenseNet 161 14.07% 13.14% 11.57% 10.96% 12.29% 9.61% -
ImageNet ResNet 152 12.2% 14.57% 8.74% 8.85% 12.29% 9.61% -
SVHN ResNet 152 (SD) 19.36% 11.16% 18.67%9.09% 18.05% 30.78% 18.76%
20 News DAN 3 17.03% 10.47% 9.13% 6.28% 8.21% 8.24% 17.43%
Reuters DAN 3 14.01% 16.78% 44.95% 36.18% 25.46% 18.88% 19.39%
SST Binary TreeLSTM 21.66% 3.22% 13.91% 36.43% 6.03% 6.03% 6.03%
SST Fine Grained TreeLSTM 27.85% 28.35% 19.0%68.67% 44.75% 11.47% 11.78%

Table SIMCE (%) (withM = 15 bins) on standard vision and NLP datasets before calibration and with various calibration methods.
The number following a model's name denotes the network depth. MCE seems very sensitive to the binning scheme and is less suited

for small test sets.

S4. Additional Reliability Diagrams

We include reliability diagrams for additional datasets:

grams do not represent the proportion of predictions that

CIFAR-10 (Figure S2) and SST (Figure S3 and Figure S4).
Note that, as mentioned in Section 2, the reliability dia-

belong to a given bin.
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Dataset Model Uncalibrated Hist. Binning Isotonic  BBQ  Temp. Scaling Vector Scaling Matrix Scaling
Birds ResNet 50 22.54% 55.02% 23.37% 37.76%  22.54% 22.99% 29.51%
Cars ResNet 50 14.28% 16.24% 14.9% 19.25% 14.28%  14.15% 17.98%

CIFAR-10 ResNet 110 6.21% 6.45% 6.36% 6.25% 6.21% 6.37% 6.42%
CIFAR-10 ResNet 110 (SD) 5.64% 5.59% 5.62% 5.55% 5.64% 5.62% 5.69%
CIFAR-10 Wide ResNet 32 6.96% 7.3% 7.01% 7.35% 6.96% 7.1% 7.27%
CIFAR-10 DenseNet 40 5.91% 6.12% 5.96% 6.0% 5.91% 5.96% 6.0%
CIFAR-10 LeNet 5 15.57% 15.63% 15.69% 15.64% 15.57% 15.53% 15.81%
CIFAR-100 ResNet 110 27.83% 34.78% 28.41% 28.56% 27.83%  27.82% 38.77%
CIFAR-100 ResNet 110 (SD) 24.91% 33.78% 25.42% 25.17% 24.91% 24.99% 35.09%
CIFAR-100 Wide ResNet 32 28.0% 34.29% 28.61% 29.08%  28.0% 28.45% 37.4%
CIFAR-100 DenseNet 40 26.45% 34.78% 26.73%  26.4% 26.45%  26.25% 36.14%
CIFAR-100 LeNet 5 44.92% 54.06% 45.77% 46.82%  44.92% 45.53% 52.44%
ImageNet DenseNet 161 22.57% 48.32% 23.2%  47.58% 22.57% 22.54% -
ImageNet ResNet 152 22.31% 48.1% 22.94%  47.6% 22.31% 22.56% -
SVHN ResNet 152 (SD)  1.98% 2.06% 2.04%  2.04% 1.98% 2.0% 2.08%
20 News DAN 3 20.06% 25.12% 20.29% 20.81% 20.06% 19.89% 22.0%
Reuters DAN 3 2.97% 7.81% 3.52% 3.93% 2.97% 2.83% 3.52%
SST Binary TreeLSTM 11.81% 12.08% 11.75%11.26% 11.81% 11.81% 11.81%
SST Fine Grained TreeLSTM 49.5% 49.91% 48.55% 49.86% 49.5% 49.77% 48.51%

Table S2Test error (%) on standard vision and NLP datasets before calibration and with various calibration methods. The number
following a model's name denotes the network depth. Error with temperature scaling is exactly the same as uncalibrated.

Dataset Model Uncalibrated Hist. Binning Isotonic BBQ  Temp. Scaling Vector Scaling Matrix Scaling
Birds ResNet 50 0.9786 1.6226 14128 1.2539 0.8792 0.9021 2.334
Cars ResNet 50 0.5488 0.7977 0.8793 0.6986 0.5311 0.5299 1.0206

CIFAR-10 ResNet 110 0.3285 0.2532 0.2237  0.263 0.2102 0.2088  0.2048
CIFAR-10 ResNet 110 (SD) 0.2959 0.2027 0.1867 0.2159 0.1718 0.1709 0.1766
CIFAR-10 Wide ResNet 32 0.3293 0.2778 0.2428 0.2774 0.2283 0.2275 0.2229
CIFAR-10 DenseNet 40 0.2228 0.212 0.1969 0.2087 0.1750 0.1757 0.176
CIFAR-10 LeNet5 0.4688 0.529 0.4757 0.4984 0.459 0.4568 0.4607
CIFAR-100 ResNet 110 1.4978 1.4379 1.207 1.5466 1.0442 1.0485 2.5637
CIFAR-100 ResNet 110 (SD) 1.1157 1.1985 1.0317 1.1982 0.8613 0.8655 1.8182
CIFAR-100 Wide ResNet 32 1.3434 1.4499 1.2086 1.459 1.0565 1.0648 2.5507
CIFAR-100 DenseNet 40 1.0134 1.2156 1.0615 1.1572 0.9026 0.9011 1.9639
CIFAR-100 LeNet 5 1.6639 2.2574 1.8173 1.9893 1.6560 1.6648 2.1405
ImageNet DenseNet 161 0.9338 1.4716 11912 1.4272 0.8885  0.8879 -
ImageNet ResNet 152 0.8961 1.4507 1.1859 1.3987 0.8657 0.8742 -
SVHN ResNet 152 (SD) 0.0842 0.1137 0.095 0.1062 0.0821 0.0844 0.0924
20 News DAN 3 0.7949 1.0499 0.8968 0.9519 0.7387 0.7296 0.9089
Reuters DAN 3 0.102 0.2403 0.1475 0.1167 0.0994 0.0990 0.1491
SST Binary TreeLSTM 0.3367 0.2842 0.2908 0.2778 0.2739 0.2739 0.2739
SST Fine Grained TreeLSTM 1.1475 1.1717 1.1661 1.149 1.1168 1.1085 1.1112

Table S3NLL (%) on standard vision and NLP datasets before calibration and with various calibration methods. The number following
a model's name denotes the network depth. To summarize, NLL roughly follows the trends of ECE.
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Figure S2.Reliability diagrams for CIFAR-10 before (far left) and after calibration (middle left, middle right, far right).
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Figure S3Reliability diagrams for SST Binary and SST Fine Grained before (far left) and after calibration (middle left, middle right,

far right).
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Figure S4Reliability diagrams for SST Binary and SST Fine Grained before (far left) and after calibration (middle left, middle right,
far right).



